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Abstract 
Customer segmentation is a basis of personalized marketing, however, 

unsupervised clustering algorithms are fundamentally opaque: they cluster 

customers, but do not explain why a particular customer belongs in a particular 

cluster in interpretable terms. In this work, we propose and empirically validate 

an explainable AI (XAI) framework that combines unsupervised customer 

segmentation with post-hoc, surrogate-model-based explanation. Using the 

Online Retail II transactional dataset (1,067,371 line items; 5,833 retained 

customers after cleaning), Recency-Frequency-Monetary-plus (RFM+) 

behavioral features were engineered and three clustering algorithms - K-Means, 

Gaussian Mixture Models (GMM), and Ward-linkage Agglomerative 

Hierarchical Clustering - were applied and compared using silhouette score, 

Davies-Bouldin index, and Calinski-Harabasz index. The solution was applied 

uniformly for all three algorithms for fair comparison. The four-segment solution 

(k = 4) was chosen for managerial interpretability in line with standard RFM 

segmentation practice, although the statistically optimal K-Means solution by 

silhouette score was k=2. Of the three methods, K-Means provided the best 

separation of clusters at k=4 (silhouette=0.253), better than Hierarchical (0.209) 

and GMM (0.106). K-Means produced geometrically similar, well-separated 

segments in principal-component space, while GMM produced very overlapping 

soft boundaries. To make the resulting segments explainable, a Random Forest 

surrogate classifier was trained to mimic the K-Means partition (fidelity accuracy 

= 94.7%, macro-F1 = 0.949). Shapley Additive exPlanations (SHAP) were 

calculated with Monte Carlo permutation sampling to measure which behavioral 

features drive each customer’s segment assignment. The four resulting segments 

(Champions, 22.3% of customers, driven by high Monetary value, TotalItems, 

and Frequency; At-Risk, 33.2%, driven by moderate but declining engagement; 

New/Promising, 21.3%, driven primarily by low Tenure; and Lost/Dormant, 

23.2%, driven by extreme Recency and low Monetary value) have theoretically 

coherent and managerially actionable SHAP signatures. The study shows that the 

combination of classical clustering with surrogate-model SHAP explanation 

provides a statistically grounded, cluster-algorithm-agnostic, and transparent 
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segmentation framework that can be used to support personalized, feature-

targeted marketing interventions for each identified segment. 
 
INTRODUCTION
Personalized marketing requires the ability to 

segment a heterogeneous customer base into 

behaviorally coherent groups that can each be 

assigned customized messaging, pricing and 

retention treatment. The standard technical tools 

for this task are unsupervised clustering 

algorithms such as K-Means, Gaussian Mixture 

Models and hierarchical methods that are based 

on behavioral features such as recency, 

frequency and monetary value (RFM) of 

purchases and do not require labeled outcome 

data. However, clustering algorithms are black 

boxes in one specific and consequential way: 

they generate group assignments without any 

accompanying explanation of which features led 

a given customer to a given group, or how 

confidently that assignment can be trusted. For a 

marketing team trying to figure out how to act 

on a segmentation, the difference between “this 

customer is in Segment 2” and “this customer is 

in Segment 2 because their purchase frequency 

has plummeted over the last quarter” is the 

difference between a label and a decision-

support tool. 

This study addresses this gap by developing an 

explainable AI (XAI) framework for customer 

segmentation, using the Online Retail II dataset 

- a two-year transaction log from a UK-based 

online gift retailer. The framework is composed 

of two steps: first, three clustering algorithms are 

compared based on cluster validity on the RFM-

derived customer features; second, a supervised 

surrogate model is trained to replicate the 

segmentation obtained, so that Shapley Additive 

exPlanations (SHAP) can be used to measure the 

contribution of each behavioral feature to the 

segment assignment of each customer, a 

technique usually applied to supervised 

classifiers, but here adopted as a general-purpose 

layer of explainability for unsupervised 

segmentation. 

The paper poses three research questions: 

RQ1: Which clustering algorithm (K-Means, 

GMM or Ward-linkage hierarchical clustering) 

provides the best separated and internally 

coherent customer segmentation on RFM-

derived online retail data? 

RQ2: To what extent can a supervised surrogate 

model mimic an unsupervised clustering result 

and thereby enable the use of standard 

supervised explainability methods for 

segmentation? 

RQ3: What behavioral characteristics underlie 

assignment to each customer segment and are 

these drivers theoretically consistent, marketing-

actionable segment profiles? 

 

Literature Review 

The advancement in the digital technologies has 

been increased rapidly during last decades 

(Bangash et al., 2014). Recency-Frequency-

Monetary (RFM) analysis is the leading feature-

engineering framework for behavioral customer 

segmentation in retail, owing to its simplicity, 

interpretability, and well-established linkage to 

customer lifetime value. Extensions of the base 

RFM model – tenure, average basket value, and 

product-variety metrics – have been shown in 

the retail-analytics literature to improve the 

granularity of segmentation relative to the three-

variable model alone. 

To put it simply, K-Means assumes clusters of 

roughly equal size and spherical shape and tries 

to find k clusters by minimizing the within-

cluster variance relative to the cluster centroids 

in an iterative manner. It is computationally 

efficient and commonly used for customer 

segmentation in large datasets (Batool et al., 

2016). Gaussian Mixture Models extend K-

Means by modeling each cluster as a 

multivariate Gaussian distribution with its own 

covariance structure, leading to soft 

(probabilistic) cluster assignments that can 

better accommodate overlapping or elongated 
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customer groups, but at the cost of increased 

sensitivity to initialization and a well-known 

tendency for likelihood-based model selection 

criteria like BIC to favor increasingly complex 

models as the number of components grows 

(Ullah et al., 2019). Agglomerative hierarchical 

clustering with Ward linkage builds a hierarchy 

of clusters by iteratively merging the pair of 

clusters that results in the smallest increase in 

within-cluster variance, and the resulting 

dendrogram offers additional insight into the 

nested structure of customer subgroups at 

different levels of granularity. 

Clustering is an unsupervised task and there are 

no ground-truth labels to validate the obtained 

partitions directly. Internal validity indices are 

standard tools for comparing candidate 

partitions and choosing the number of clusters 

(Tariq and Khattak, 2019). They include the 

silhouette coefficient (which measures the 

similarity of a point to its own cluster relative to 

the nearest neighboring cluster), the Davies-

Bouldin index (which measures the average 

similarity between each cluster and its most 

similar counter, where lower is better) and the 

Calinski-Harabasz index (the ratio of between-

cluster to within-cluster dispersion, where 

higher is better). However, they can disagree 

with each other and with managerial notions of 

an actionable number of segments (Khan et al., 

2018). 

The majority of explainability research has been 

in the setting of supervised prediction, where 

methods such as SHAP (Lundberg & Lee, 2017) 

explain the model output in terms of the input 

features using Shapley values from cooperative 

game theory. The direct application of such 

techniques to unsupervised clustering is non-

trivial, since clustering algorithms do not 

naturally expose a differentiable or feature-

attributable scoring function (Iqbal et al., 2013). 

A growing body of work tries to remedy this by 

fitting an interpretable or explainable supervised 

surrogate model to approximate a black-box 

clustering solution, and then applying standard 

supervised explainability techniques to the 

surrogate as a proxy for the original clustering 

(Imran and Khattak, 2019). This approach 

sacrifices a small amount of fidelity for much 

improved interpretability, as long as the 

surrogate’s reproduction accuracy is validated 

and reported. 

While RFM-based segmentation and 

comparative clustering studies are abundant in 

the retail analytics literature, few studies 

combine multiple clustering algorithms, 

rigorous internal validity comparison, and 

surrogate-based SHAP explainability within a 

single empirical pipeline on large-scale real 

transactional data. This work fills that gap of 

integration (Khattak et al., 2022). 

 

Research Methodology 

The following sub-sections discuss the proposed 

research methodology. 

 

Dataset and Data Cleaning 

Datasets are playing the vital role in many 

applications of Artificial Intelligence (Zaman et. 

al., 2020, Khalil et. al., 2016). The data used in 

this study is the Online Retail II dataset. It 

contains 1,067,371 transaction line items over 

the time period of three years, December 2009 to 

December 2011, for an online retailer based in 

the UK who sell gifts across 43 countries. The 

data cleaning process removed transactions with 

missing Customer ID (243,007 rows), canceled 

orders (identified by an invoice number starting 

with ‘C’) (19,494 rows), and rows with non-

positive quantity or price (due to returns, 

adjustments or data entry artifacts) for a total of 

805,549 valid transaction lines associated to 

5,878 unique customers. 

 

Feature Engineering: RFM+ Customer 

Profile 

For each of the customers, we computed seven 

behavioral features relative to a snapshot date 

one day after the last transaction in the dataset 

(2011-12-10): Recency (days since the 

customer’s last purchase), Frequency (number 

of distinct invoices), Monetary (total spend 

https://portal.issn.org/resource/ISSN/3006-7030
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across all transactions), Average Basket Value 

(mean spend per invoice), Total Items (total 

units purchased), Distinct Products (number of 

unique stock-keeping units purchased), and 

Tenure (days between the customer’s first and 

last purchase). To avoid the dominance of 

distance-based clustering by a small number of 

extreme outliers (e.g. wholesale buyers), 

customers with Monetary or Frequency values in 

the top 0.5% were removed. This yielded a final 

analytic sample of 5,833 customers. Log-

transformation (log(1+x)) was applied to the 

count and monetary features (Frequency, 

Monetary, Average Basket Value, Total Items, 

Distinct Products) and all seven features were 

standardized to zero mean and unit variance 

prior to clustering. 

 

Clustering Algorithms 

Three unsupervised clustering algorithms were 

implemented in scikit-learn 1.8: 

K-Means: a partitional clustering that minimizes 

the sum of squares within clusters. The model 

was fit with 20 random initializations to mitigate 

sensitivity to initial centroids. 

Gaussian Mixture Model (GMM): probabilistic 

clustering, assuming each segment is a 

multivariate Gaussian distribution with full 

(unconstrained) covariance, fitted by 

Expectation-Maximization with 10 random 

initializations. 

Agglomerative Hierarchical Clustering (Ward 

linkage) – hierarchical bottom-up merging that 

minimizes the increase in within-cluster 

variance at each merge step; a dendrogram was 

built on a representative sample of 300 

customers for visualization, while final cluster 

assignments were computed on the full sample 

of 5,833 customers. 

First, the number of clusters, k, was statistically 

evaluated over k = 2..9 using K-Means inertia 

(elbow method), silhouette score and GMM 

Bayesian Information Criterion (BIC). The 

silhouette-maximizing K-Means solution was at 

k = 2 (silhouette = 0.331), but this coarse two-

group split (essentially high-value vs. low-value 

customers) offers limited managerial 

actionability for differentiated, personalized 

marketing. In the meantime, the BIC of GMM 

showed a monotonic decrease over the whole 

tested range (k = 2 to 9) without a clear elbow, a 

pattern consistent with the known behavior of 

likelihood-based criteria under full covariance 

parameterization of tending to favor more 

complex models as the sample size per 

component decreases, and was therefore deemed 

an unreliable sole criterion for selecting k in this 

context. Consistent with the retail marketing 

analytics RFM segmentation convention of 

targeting four to five actionable segments (e.g., 

Champions, At-Risk, New, Lost), k=4 was the 

business-informed, managerially interpretable 

number of clusters and used uniformly across all 

three algorithms, which enabled direct, fair 

comparison of the algorithm-level segment 

quality at a fixed, decision-relevant granularity. 

In Section 5 we discuss this statistical versus 

managerial trade-off further. 

 

Cluster Validity Metrics 

For k = 4, the partitions obtained by each 

algorithm were evaluated using three internal 

validity indices, namely the silhouette score 

(value between -1 and 1, the higher the better 

separated and more cohesive clusters), the 

Davies-Bouldin index (the lower the better 

separation) and the Calinski-Harabasz index (the 

higher the greater between-cluster dispersion 

relative to within-cluster dispersion). The 

agreement between the partitions of the three 

algorithms was quantified by the Adjusted Rand 

Index (ARI) which corrects for chance 

agreement between two partitions of the same 

data. 

 

Explainability: Surrogate Modelling and 

SHAP 

To explain the segmentation obtained, we 

trained a Random Forest classifier (300 trees, 

max depth = 8) as a surrogate model to predict 

the K-Means cluster label of each customer 

based on the seven RFM+ features. The fidelity 

https://portal.issn.org/resource/ISSN/3006-7030
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of the surrogate model to the original clustering 

was evaluated using held-out classification 

accuracy and macro-averaged F1-score. For the 

surrogate model, Shapley Additive exPlanations 

(SHAP) were then computed with a Monte Carlo 

permutation-sampling estimator of the exact 

Shapley value (Štrumbelj & Kononenko, 2010), 

the same method as in the authors' previous 

explainable-AI studies. For 200 randomly 

selected customers (50 per segment), SHAP 

values were calculated for the surrogate-

predicted probability of that customer’s assigned 

segment, using 15 random feature-order 

permutations and 10 background-customer 

draws per permutation, sampled from a pool of 

300 background customers drawn from the full 

dataset. This provides a global feature-

importance ranking per segment and local, 

customer-level explanations of segment 

assignment. 

 

Results 

The results of the simulation are discussed in the 

following sub-sections. 

4.1 Cluster Number Selection 

The K-Means elbow curve and the silhouette 

score curve for K-Means and GMM for k = 2 to 

9 are shown in Figure 1 and the GMM BIC curve 

is shown in Figure 2. The silhouette score for K-

Means steadily decreases from 0.331 at k=2 to 

0.213 at k=9, and apart from the elbow at k=2, 

there is no obvious second elbow. The BIC for 

GMM decreases monotonically for k=2 to 9 and 

does not plateau. Taken together, these results 

provide the managerial motivation for selecting 

k=4 as described in Section 3.3. 

 

Figure 1: K-Means elbow curve and silhouette 

score for K-Means and GMM  

 
Figure 2: Gaussian Mixture Model Bayesian 

Information Criterion (BIC) 

 
Figure 3: Ward-linkage hierarchical clustering 

dendrogram  

 

Comparative Cluster Validity (RQ1) 

Table 1 presents the three internal validity 

indices for K-Means, GMM and Hierarchical 

(Ward) clustering fitted with k = 4. K-Means 

provided the best overall separation with the 

highest silhouette score (0.253) and Calinski-

Harabasz index (2,770.4), and a competitive 

Davies-Bouldin index (1.256). Hierarchical 

clustering was second best (silhouette = 0.209). 

GMM produced substantially weaker cluster 

separation (silhouette = 0.106, Davies-Bouldin = 

2.226 – more than 75% higher, i.e. worse, than 

K-Means), consistent with GMM’s 
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probabilistic, soft-boundary assignment 

producing more overlapping segments than the 

hard-boundary partitional and hierarchical 

methods on this dataset. Figure 4 shows the 2D 

PCA space (explaining 77.6% of total variance: 

59.1% PC1, 18.5% PC2). As can be seen, the K-

Means and the Hierarchical clustering produce 

geometrically compact, well separated groups 

while the GMM clusters have extensive spatial 

overlap. Table 2 shows the pairwise Adjusted 

Rand Index agreement between the three 

algorithms: K-Means and Hierarchical 

clustering have the strongest agreement (ARI = 

0.569) while GMM is more divergent from both 

other methods (ARI = 0.325 vs. K-Means; 0.289 

vs. Hierarchical), supporting the fact that GMM 

finds a qualitatively different partition structure 

rather than just a noisier version of the same 

segmentation. 

 

Table 1: Internal cluster validity metrics for K-

Means, GMM, and Hierarchical clustering 

Method k 
Silhouette 

Score 

Davies-

Bouldin 

Index 

Calinski-

Harabasz 

Index 

K-Means 4 0.253 1.256 2,770.4 

Gaussian 

Mixture 

Model 

4 0.106 2.226 1,610.1 

Hierarchical 

(Ward) 
4 0.209 1.334 2,396.6 

 

Table 2: Pairwise Adjusted Rand Index (ARI) 

agreement between the three clustering 

solutions. 

Comparison Adjusted Rand Index 

K-Means vs. GMM 0.325 

K-Means vs. 

Hierarchical 
0.569 

GMM vs. 

Hierarchical 
0.289 

 
Figure 4: PCA projection of the four-cluster 

solution for K-Means, GMM, and Hierarchical 

clustering. 

 

K-Means Segment Profiles 

K-Means was chosen as the main segmentation 

technique for profiling and detailed explanation 

because of its better validity metrics. The mean 

RFM+ profile for each of the four derived 

segments is presented in Table 3 and Figure 5. 

Cluster 1 (22.3% of customers, n = 1,303) – 

labeled Champions – has by far the highest 

Monetary value (£6,864 mean), Frequency (15.0 

invoices) and Total Items (4,335 units) of any 

segment, as well as strong recency (52.5 days) 

and the longest average tenure (629 days), 

representing the retailer’s most valuable and 

loyal customers. Cluster 2 (33.2%, n = 1,935) — 

At-Risk — is moderately engaged (Monetary 

£1,427, Frequency 4.3) but has a higher recency 

(184.3 days since last purchase) compared to 

Champions, indicating a previously engaged 

group that is starting to disengage. Cluster 0 

(21.3%, n=1,242) – New/Promising – is 

characterized by a significantly low tenure 

(149.2 days, compared to 532-629 days for the 

other segments) and reasonable recency, 

indicating customers that were newly acquired 

and have not yet had a chance to build a long 

purchase history. Cluster 3 (23.2%, n = 1,353) – 

Lost/Dormant – has the most extreme recency 

(481.4 days since last purchase), as well as the 

lowest monetary value (£305.9) and frequency 

(1.5 invoices), representing customers that have 

effectively churned. 
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Table 3: K-Means segment profiles: mean 

Recency, Frequency, Monetary, and Tenure 

values 

Segment n (%) 

Recen

cy 

(days) 

Freque

ncy 

Monet

ary (£) 

Tenu

re 

(days

) 

C0: 

New/Promi

sing 

1,242 

(21.3

%) 

85.0 1.9 514.7 149.2 

C1: 

Champions 

1,303 

(22.3

%) 

52.5 15.0 6,864.4 629.0 

C2: At-

Risk 

1,935 

(33.2

%) 

184.3 4.3 1,426.5 532.1 

C3: 

Lost/Dorm

ant 

1,353 

(23.2

%) 

481.4 1.5 305.9 535.9 

 
Figure 5: K-Means cluster profile heatmap: raw 

RFM+ mean values (annotated) colored by z-

score relative to the overall customer mean. 

 
Figure 6: K-Means segment sizes across the 

5,833-customer  

 

Surrogate Model Fidelity and SHAP 

Explainability (RQ2, RQ3) 

The Random Forest surrogate model was able to 

recreate the K-Means partition with 94.7 % held-

out accuracy and a macro-averaged F1-score of 

0.949. Thus, the four K-Means segments are, to 

a very high degree, recoverable as a supervised 

classification problem from the same seven 

RFM+ features - validating the use of this 

surrogate as a faithful basis for SHAP-based 

explanation of the clustering solution. The three 

most globally important features for reproducing 

cluster assignment overall, as ranked by the 

surrogate’s native (Gini-based) feature 

importance, were Monetary (0.244), Tenure 

(0.201) and Total Items (0.184). 

Figure 7 decomposes the SHAP feature 

importance by segment . This shows that the 

assignment to each segment is driven by a 

different combination of features , and not a 

single homogeneous ranking . Monetary value 

(mean |SHAP| = 0.244), Total Items (0.140) and 

Frequency (0.130) are the dominant drivers for 

the Champions segment – an intuitive result, as 

Champions are defined primarily by high 

spending volume and purchase frequency. 

Tenure dominates overwhelmingly for the 

New/Promising segment (mean |SHAP| = 0.339, 

more than double than any other feature for this 

segment), confirming that this segment is 
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identified primarily by its short customer 

relationship length rather than by spending 

behavior per se. The most important driver for 

the Lost/Dormant segment is Recency (mean 

|SHAP| = 0.226), followed by Monetary (0.191), 

which is consistent with the defining 

characteristic of this segment being a long period 

of inactivity in purchasing. At-Risk has a more 

distributed profile led by Monetary (0.179) and 

Total Items (0.093) reflecting the intermediate, 

transitional position of At-Risk between the 

extremes of Champions and Lost/Dormant. 

 
Figure 7: SHAP feature importance by customer 

segment  

 

Figure 8: SHAP summary plot (beeswarm style) 

for the Champions segment only. High values 

(warm colored points) of Monetary, Total Items 

and Frequency consistently produce strongly 

positive SHAP contributions to Champions 

assignment, while low values of these same 

features (cool colored points) push the 

probability of assignment toward zero or 

negative—a directionally coherent and 

marketing-intuitive pattern that confirms that the 

surrogate model has learned a sensible, non-

arbitrary decision boundary around the 

Champions segment rather than an opaque 

statistical artifact. 

5. Discussion 

Below is the discussion based on the simulation 

results according to the above research questions 

 

Algorithm Choice Matters for Segment 

Quality (RQ1) 

The finding that K-Means outperformed both 

GMM and Hierarchical clustering on internal 

validity metrics at a fixed, business-relevant k=4 

has direct practical implications: for this 

dataset’s RFM+ feature space, the roughly 

spherical, similarly sized cluster assumption 

underlying K-Means seems to be a better 

structural fit than GMM’s more flexible but less 

constrained Gaussian-mixture assumption, 

which in this case led to excessive segment 

overlap rather than to capturing genuinely richer 

cluster shapes. This serves as a caution for 

practitioners who may select GMM for its 

probabilistic sophistication without ensuring 

that the added flexibility results in better-

separated, more actionable segments on their 

own data. 

 
Figure 8: SHAP summary plot for the 

Champions segment 

5.2 The Statistical-Managerial Trade-off in 

Choosing k 

The difference between the statistically optimal 

k=2 (maximizing silhouette score) and the 

managerially selected k=4 is an example of a 

larger methodological consideration for applied 

customer-segmentation research: internal 

validity indices optimize a mathematical concept 
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of cluster compactness and separation that may 

not be aligned with the granularity that 

marketing teams need to design differentiated 

interventions. While a two-segment solution is 

statistically ‘best’ in terms of silhouette score, it 

would obfuscate the important behavioral 

distinction between those newly acquired 

customers (New/Promising) and the former 

valuable customers who are now disengaging 

(At-Risk), a distinction with directly opposing 

marketing implications (onboarding and nurture 

campaigns vs win-back and reactivation 

campaigns respectively). Rather than selecting 

the k that best supports an a priori narrative 

without comment, the approach in this study of 

transparently reporting the statistical optimum 

while justifying a managerially selected 

alternative provides a template other applied 

segmentation studies can follow. 

 

Surrogate-Based Explainability as a General 

Framework for Unsupervised Learning 

(RQ2, RQ3) 

The high surrogate fidelity (94.7% accuracy) 

achieved in this study shows that supervised 

explainability techniques such as SHAP can be 

successfully extended to unsupervised clustering 

problems via a faithful surrogate model, without 

the need for the clustering algorithm itself to 

provide any native explainability mechanism. 

This finding is not limited to the specific K-

Means solution analyzed here; any clustering 

algorithm, even non-parametric or density-based 

approaches lacking a natural centroid or easily 

interpretable probability structure, could in 

principle be explained using the same surrogate-

and-SHAP pipeline, so long as fidelity is 

confirmed and reported. The segment-specific 

SHAP signatures derived (Tenure for 

New/Promising, Recency for Lost/Dormant, 

Monetary/Frequency for Champions) align well 

with standard marketing constructs (onboarding 

stage, churn risk, customer value) and directly 

enable feature-targeted personalization: e.g., 

marketing automation could trigger tenure-

based onboarding nudges specifically for 

customers whose SHAP profile shows Tenure as 

the dominant driver of their New/Promising 

assignment, instead of applying a generic new-

customer campaign uninformed by the specific 

behavioral driver. 

 

Theoretical Contribution 

This study contributes to the customer-

segmentation and explainable-AI literatures by 

demonstrating, within a single empirical 

pipeline, that (a) classical unsupervised 

clustering algorithms differ meaningfully in 

cluster quality even at a fixed, business-chosen 

k, and (b) surrogate-model SHAP explanation 

can bridge the interpretability gap inherent to 

unsupervised learning with high fidelity, 

producing segment explanations that are both 

statistically grounded and directly actionable for 

individualized marketing decision-making. 

 

Conclusion 

This work developed and empirically validated 

an explainable AI framework for customer 

segmentation, comparing K-Means, Gaussian 

Mixture Models and Ward-linkage hierarchical 

clustering on RFM+ behavioral features derived 

from 5,833 online retail customers and rendering 

the resulting segmentation explainable via a 

high-fidelity Random Forest surrogate model 

and SHAP-based feature attribution. K-Means 

provided the most well-separated, actionable 

four-segment solution and SHAP analysis 

identified theoretically coherent, segment-

specific behavioral drivers—Tenure for newly 

acquired customers, Monetary value and 

Frequency for Champions, and Recency for 

dormant, likely-churned customers—each 

directly mappable to a differentiated marketing 

intervention. This framework marries classical 

unsupervised segmentation with rigorous, 

quantitative explainability, turning customer 

segmentation from an opaque labeling exercise 

into a transparent, auditable decision-support 

tool that directly supports a personalized 

marketing mandate of understanding not just 

who a customer is, but why. 
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